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1 Observation Overview

As part of the RWDDT program, JWST-DDT-12656 Observation 2 obtained time-series
imaging of TOI-771 b on UT 2026 June 12 using the MIRI/F1500W filter with the BRIGHT-
SKY subarray, covering 4.77 hours. This was the second visit to the system, with the goal
of measuring the secondary eclipse of the planet. The high-level science products (HLSPs)
generated by our analyses are hosted on MAST and include both intermediate and final
results to help drive research-community engagement.

We measured both the centroid position (z,y) and width of the target’s point-spread
function (PSF) during each integration; these are plotted in Figure 1. The telescope point-
ing remained quite stable along both the z and y axes throughout the observation. Mean-
while, the width of the PSF increased smoothly during the first ~1 hour of the observation
before settling at a mostly stable value for the remainder of the time series. This behavior
is typical of time-series photometry obtained with MIRL

2 Data Reduction

This report presents results from a reduction and analysis performed by Analyst Baines.
The analysis used the standard JWST pipeline (jwst v1.20.2 with the CRDS context
jwst_1464.pmap) for detector-level calibrations. Stage 1 processing included running the
following steps: dg_init, emicorr, saturation, firstframe, lastframe, reset,
linearity, rscd, dark_current, jump (with the threshold increased from 4.0 to 8.0),
and ramp fitting. In Stage 2, we ran the flat_field step, but skipped the photom
step as flux-calibrated data are not desired for time-series analyses.

Photometric extraction and light curve fitting were completed using Stages 3-5 of the
Eureka! Python package (1.4.dev137+g7768b5cdd). In Stage 3, a time series was con-
structed for each pixel, and 50 outliers (along with all NaN values) were replaced us-
ing bilinear interpolation over the nearest neighbors. The target’s centroid position was
iteratively calculated for each integration using the ‘mgmc’ center-of-mass centroiding
method: a coarse initial guess was derived from the full subarray, followed by positional
refinement from a 21 x 21 px cutout around the initial guess. The width of the target’s PSF
along the = and y axes was then measured in each integration by fitting a 2D Gaussian to
the cutout region (see Figure 1). These measurements were compiled into cotrending vec-
tors that were subsequently used as independent variables in the systematics modeling.

Photometric light curves were extracted in Stage 3 of Eureka! using the photutils
package with circular apertures and ‘exact” edges, where pixels are weighted by the frac-
tion of their area lying within the specified aperture. A large grid of aperture size and
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TOIl 771 b Raw Measurements
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Figure 1: Measured flux and target centroid properties Time series of the relative changes in the
normalized raw flux, centroid position (x, y), and PSF width (computed as the Gaussian standard
deviation along the x and y axes), illustrating the initial settling behavior and overall stability of
the telescope pointing and the PSF shape.

background region settings was employed to investigate the sensitivity of the eclipse fits
to the photometric extraction parameters and determine a fiducial eclipse fit for this visit.
Aperture radii ranged from 4-11px, in 1px steps. The inner radius of the background
annulus varied from 14 to 26 px in 4 px steps, while the annulus width ranged from 10 to
30 px in 10 px steps. Photometric light curves were generated for each source aperture +
background annulus pair. In Stage 4, we iteratively masked all integrations lying more
than 4.50 away from the rolling median computed using a boxcar filter with a width of
20 integrations.

3 Light Curve Fitting

A clear systematic trend is present in the extracted light curves, showing a pronounced
decaying ramp during the initial ~1hour of the observation before stabilizing. Visit 2
showed a relatively well-behaved ramp compared to previous observations, so we de-
cided not to aggressively trim integrations. For the final set of runs, Analyst Baines
trimmed the first 25 integrations, removing the steepest portion of the ramp while pre-
serving a sufficient pre-eclipse baseline to preserve the out-of-eclipse flux level. The re-
maining ramp-like flux modulation was modeled using an exponential function in time.
To address other forms of instrumental systematics, the measured PSF centroid positions
(z,y) and widths (s, sy) were considered as linear detrending vectors and incorporated
in our fits.
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Table 1: The astrophysical and systematic model priors for the fits assuming a circular orbit. Fixed
astrophysical parameters are shown without uncertainties and are taken from the circular fit from
CIT’s orbit fitting efforts during observational scheduling. Gaussian priors are shown as N'(u, o)
with mean p and standard deviation o, while Uniform priors are shown as ¢/(I, u) with lower-limit
[ and upper-limit u.

Parameter  Prior

P 23260184 d
toee N (2458573.5815,0.0015) B]Drpp
b 0.1406
a/R, 18.523
e 0
R.T 0.232

R,/R.  0.050153
F,/F.  N(190,500) ppm

co N(0.999,0.01)

Ca N(0.0,0.5)

Con N(0.0,0.5)

Coy N(0.0,0.5)

ro N(0.0,0.01)

r U(3,300)
scattermult ¢/(0.8,10)

TThe stellar radius is used to account for the difference in light travel time throughout the planet’s orbit.

All priors for the astrophysical and systematic models considered in our fiducial fit
are summarized in Table 1. The full model can be summarized as:

Model(t) = E(t) = S(t),

where E(t) is the batman eclipse model, and S(?) is the composite systematic noise model,
defined as

S(t) = ¢ [1 + 79 exp(—rl (t — tstart)ﬂ X(I(t))SX <sx(t)>SY (sy(t)), (1)

where ¢ is a normalization factor, and r, and r; are parameters that characterize the
decreasing exponential ramp, which is defined relative to the time of the first integration
tstart- Each of X, SX, and SY is a linear decorrelation function, defined similarly to each

other:
X(x(t)>: 1+c, (x(t) - f),

where z(t) is the measured centroid x position as a function of time, and (sz(t), sy(t)) is
the PSF width along the = and y axes as a function of time. The variable marked with the
overline denotes the mean value of the respective array. Lastly, we also included a white
noise scaling factor, scatter_mult, as a multiplier to the photometric uncertainties esti-
mated during the Stage 3 reduction.
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https://github.com/lkreidberg/batman

All fits used the dynesty dynamic nested sampling algorithm. For the fiducial anal-
ysis presented in this report, the sampling began with an initial set of 512 live points
using the ‘rwalk’ sampling algorithm, the ‘multi” bounds, and an initial stopping crite-
rion of dlog Z < 0.01, where Z is the Bayesian evidence. This initial sampling was then
expanded by iteratively adding batches of live points with a ‘pfrac” of 0.5 (which provides
a balance between a precise posterior distribution and a precise Bayesian evidence) until
the default stopping criterion was achieved.

As shown in Figure 2, we find that the detrended light curve may still exhibit some
time-correlated flux variations throughout the observation which is not captured by the
combination of exponential ramp and linear detrending vectors. To investigate this, we
extend the analysis using a celerite2 Gaussian process (GP) with a Matérn-3/2 kernel
in time. Unmodelled “red” noise components can significantly bias the inferred eclipse
timing and depth, and we therefore allow the GP to marginalize over the potential im-
pacts of residual time-correlated red noise. Analyst Baines implemented this approach
by incorporating a celerite2 GP with a Matérn-3/2 kernel to describe temporal co-

TOI 771 b Fiducial Light Curve Fit
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Figure 2: Fiducial light curve fit. Top: The raw, normalized flux measurements in black with the
best fit combined systematics and eclipse model over-plotted in red. The first 25 integrations were
not included in the fit. Middle: The systematics-divided flux measurements are shown in black,
with the fitted eclipse model shown in red. Bottom: The “data — model” residuals. Residual time-
correlated noise may occur around the time of eclipse.
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https://github.com/joshspeagle/dynesty
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variance. celerite2 defines the approximate Matérn-3/2 kernel as
B(r) = 0 |(1+1/e) e 0mVETlo (1 — 1 fe) = HVaTle)

where € = 0.1 controls the accuracy of the celerite2 approximation to the Matérn-3/2
kernel. The parameter p sets the covariance length scale (fit in Eureka! as m = Inp),
while o2 governs the covariance amplitude (fit in Eureka! as A = In(c?)).

The GP reduced the correlated residual structure and produced residuals that ap-
peared more temporally homogeneous. The GP also increased the uncertainties on the
inferred eclipse depth and eclipse timing, as expected when additional covariance is in-
corporated into the likelihood. The inferred eclipse depth was consistent between the
GP and non-GP analyses, indicating that the detection itself was robust to the adopted
noise model. Furthermore, the residual RMS as a function of bin size closely followed the
expected white-noise scaling for the model without a GP, suggesting that any remaining
time-correlated noise had only a limited impact on the parameter estimates, while the
RMS-binning plot for the with-GP fit suggested some possible over-fitting of structure in
the residuals. Because the GP did not significantly alter the inferred eclipse depth while
increasing its uncertainty, we adopted the simpler model without a GP for the remainder
of the analysis. The preferred model yielded a detection significance of approximately
5-60, whereas the Gaussian-process model reduced the significance to below 40 owing to
its larger uncertainty estimate.

As an additional robustness check, we repeated the fits using a broader prior on the
secondary eclipse time by a factor of about 17. Expanding the allowed eclipse window in-
creased the uncertainties on both the eclipse depth and eclipse timing but did not qualita-
tively change the inferred eclipse parameters. Consequently, the narrower prior adopted
in the nominal analysis was retained. The best-fit eclipse timing was always tightly
clustered around a consistent value occurring roughly ~0.0004d (<1 minute) after the
circular-orbit prediction.

3.1 Results & Discussion

Analyst Baines adopted the fiducial reduction and fit that produced the smallest un-
certainty on the eclipse depth. The corresponding results are presented in Table 2. The
fiducial light curve was extracted using a 6 px aperture with a background annulus ex-
tending from 14 to 24 px from the centroid position. For this fiducial analysis, we adopted
a baseline model assuming a circular orbit and omitting the use of a GP component. To
test the impact of our timing constraints, we compared our primary strict prior (¢ =
0.0015 days, or ~ 2.2 minutes) against a broadened prior (¢ = 0.025 days, or ~ 36 minutes).
Given that the expected secondary eclipse duration is ~1hour, the broader prior allows
the sampler to search a +30 window of nearly £1.8hours from the predicted center,
which is roughly double the duration of the entire eclipse event. Both choices yielded
highly comparable median #secondary Values near the predicted eclipse time, confirming a
high-confidence detection. The inferred eclipse depth from our fiducial reduction and
fit is 356 £+ 57 ppm. Figure 2 presents the fiducial light-curve fit, including the raw nor-
malized photometric time series, the systematics-corrected trimmed light curve, and the
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Table 2: Fiducial eclipse fit results for TOI-771 b.

Eclipse Depth tsec Residual Std. Dev.
[ppm] [BJDrpg] [ppm]
356 & 57 2458 573.5817970-0006 756

corresponding residuals. The residuals have a standard deviation of 756 ppm, approxi-
mately 18% above the estimated stellar photon-noise limit.

Our best-fit eclipse depth is consistent, within the uncertainties, with the predicted
eclipse depth of ~387 ppm under the assumption of zero albedo and zero day-night heat
recirculation. Nevertheless, the presence of significant correlated noise in the light curve
warrants caution when interpreting the fitted eclipse parameters in isolation. In partic-
ular, the correlated noise may bias both the inferred mid-eclipse time and eclipse depth.
While the origin of these temporal correlations remains unclear, combining this dataset
with observations of additional secondary eclipses in the future will provide a crucial
means to verify these fits and improve the overall precision of the fitted parameters.

4 Calibrated Stellar Flux Measurement

Following the methodology of Gordon et al. (2025), we measured absolutely-calibrated
stellar photometry using the calints FITS files that we generated by downloading the
Level 2 rateints from MAST and running them through Stage 2 of the JWST pipeline.
Unlike in the data processing workflow used to derive the light curves for eclipse model
titting, we activated the phot om step to obtain calibrated pixel flux values. The target flux
was measured using a 5.69 px aperture and an 8.63-11.45 px background annulus, with
an aperture correction factor of 1.497 applied. Adding in quadrature the observational
scatter with the o(CF) = 0.48% and o(repeat) = 0.45% terms from Gordon et al. (2025),
we obtained a calibrated stellar flux of 3.845 £ 0.025 m]y.

5 Discussion and Outlook

This report provides a snapshot of TOI-771 b from a single observation, and the re-
sults from the fiducial fit should be considered with caution. The inclusion of additional
eclipses is needed to mitigate possible residual systematics, more accurately constrain
the eclipse depth, and verify the eclipse timing. For community analysts, the reduc-
tion/fitting configurations and noise benchmarks presented here offer a practical start-
ing point; for modelers, the preliminary depths/timings and robust stellar flux measure-
ments enable early exploration of different atmospheric and/or surface scenarios.
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